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A panel at the 1993 Software Development Conference [Ed. Will verify.] pitted me against Larry Constantine debating the proper approach to software development management. Magazine editor J. D. Hildebrand moderated, keeping the audience under control and the intense but good-natured discussion focused on the issues. At its root, our disagreement reflected the wide disparity in our approaches to management. The panel had been billed as dealing with structured versus unstructured approaches, but someone in the audience described it instead as the “commando vs. corporate mentality.”


In case there is any doubt about it, I advocated the commando approach, fighting the good fight for programmers to be able to do their own things. Eliminate the designs, the reviews and walkthroughs, the CASE tools, the diagrams, the cost estimation models, the planning—all the bureaucracy. Just turn your programmers loose and watch them create great products 10 to 100 times faster without the constraints.


Now, after all too many additional years in the trenches managing teams of software developers on a variety of projects, I’ve come to another conclusion. I was wrong and Larry was right. (Boy, that hurt!) The commando approach is less efficient ; it results in poorer code that actually takes longer to produce.


Has the commando sold out to the corporate mentality? Not exactly. I still think I was correct about a few things back then, but I will save those for last. First let me dive right in and explain where I was wrong and why I’ve changed my mind.


Life in a Small Team


I still believe the best team size is two or three people. Of course, one person alone works most efficiently but it’s critical to have someone with whom you can review your approaches. However, most software projects have gotten too big for this small-team model to work anymore. No matter how good the people are, no matter how supportive the environment may be, the massive jobs we are now tackling cannot be completed by minuscule teams in any reasonable amount of time.


To add to the challenge, the areas of expertise needed for any single project have multiplied. Many times, in addition to the programmers needed for the core program, you need people who are knowledgeable in a host of  arcane specialties or skilled in highly particular areas. You need people who are good at user interface design, OLE, multi-media, TCP/IP, HTML—the list continues. No one person can be an expert on every piece. We have simply outgrown the days of the renaissance programmer who can switch from C++ to HTML to graphic design without pausing for coffee.


The case of the Linux operating system demonstrates just how productive gigantic teams spread all over the world can be (see “Scaling Up,” this column, December 1998) [Ed. Will verify.]. Given the changing job market, where the unemployment rate for good programmers seems to be moving into the negative numbers, part-time programmers and telecommuting are going to become a fact of life, with more and more projects based on  large, distributed teams.


With the increased team size comes the additional overhead required to keep everyone working toward the same goal and to ensure that the various pieces will plug together properly. Further compounding the challenge for managers is the problem that, simply because you need more people, you end up hiring programmers that may not all be as good as you want.


Architecture, Design, and Reviews


It used to be that you could put together a good design in your head. The pieces were simple, and the entire project itself had simple interactions among the parts. This meant that it was possible for talented programmers to sit down and bang out a good program with no up-front planning and design. The pieces might have a couple of rough edges, but the time saved in not designing up-front seemed to more than make up for it in the end.


In many ways, we were working in an industry in it’s infancy. Every day we were learning how to do things better. By the time a project was finished, it often differed radically from any original design. But now the projects we work on are much larger, with a significantly greater number of interdependencies. At the same time, our industry has matured so that approaches to problems do not as often change substantially within the time it takes to complete a project.


Without up-front architecture and design, you are almost guaranteed to write code that, as you progress, you come to realize cannot do what it needs to do. Given the size and diversity of modern teams, without design you will find that a piece one person is depending on, written by another, does not provide the needed functionality.


In those earlier days of commando coding, architecture and design were inefficient steps. As our code began to increase in size, these techniques may have improved productivity but they could still be ignored, albeit at a cost. For today’s larger projects, skipping the architecture and design phase is basically a good way to guarantee failure. Architecture, design, and systematic design reviews have become critical factors in success.


Calendar Time 


Planned schedules are now an essential element for delivering software in any reasonable amount of time. In the past, it seemed easier. You screwed around and slowly made progress until the weekend before the ship date. Then you and the rest of the team worked straight through the weekend to deliver the final product. Schedules were all but irrelevant in such an environment. In most cases, you pulled through in one last desperate effort. In the rest of the cases, it hardly mattered, anyway.


As projects got bigger, schedules could be of use but most everyone worked on their part with a reasonable sense of urgency.  Then, instead of waiting for the last weekend, in the final 3 to 6 months, the entire group went on a death march to finish the project (see Ed Yourdon, “Death March,” this column, _____, 19__). [Ed. Will verify.] This was incredibly inefficient and played hell with the family life, but it often worked. Besides, many programmers had no family life anyway, so…


Well, now many programmers do have families. In addition, the interdependencies in projects have multiplied to the point where it is critical to know if a piece needed by one programmer will be ready when they need it. Fewer companies can afford the risk of a death march effort that may take three months or may drag on until the project (and the programmers) have to be put out of their misery.


That so many software projects are never completed is one of the shameful sides of the industry. Projects fail for a variety of reasons, but with a failure rate that some claim is as high as 75%, it’s critical to receive an early warning of potential disaster. You don’t want to wait until the last dollar is spent or the day has arrived where you must either deliver the software or go out of business. You need to learn as early as possible if you are not going to make it. Schedules let you track the progress both to determine the probable ship date and to determine if the project should be changed or killed.


To put it another way, the old model that “it’s done when it’s done” no longer works as a scheduling system.


Coding Process


By coding process I mean how individual programmers attack and solve a problem. This is not, by and large, taught in the schools. Nor is it covered in books or technical seminars. What everyone is taught is the best algorithm to solve certain types of problems or what the API is for certain functionality. No one teaches how best to write and test code.


The end result is that everyone comes up with their own personal method. This libertarian process may have worked great when no one knew what worked well and everyone was experimenting with different approaches. But we are to the point where it is clear that there are specific practices, such as single-stepping, that should be utilized by all programmers.


A generation of programmers has, over their entire career, always made independent decisions as to how to program. The more senior developers are generally of an age where, like my father-in-law, <<Dave: sure you want to say this? YEP!>> they are used to doing things their own ways and have no interest in changing how they code.


Perhaps it is time for programming itself to grow up. This entails requiring programmers to use the best possible practices when writing and testing their code. We know what constitutes good practice. We know how to structure code that is reliable and easy to maintain. We know the value of such practices as code walkthroughs. Human nature being what it is, managers need  to sell such practices, even over pained and vociferous objections. In my experience, without absolute insistence on the utilization of such practices, many programmers will continue to work in a less effective manner.


Quality People


I do retain my belief that the most critical factor in the entire programming process is the quality of the programmers themselves. Most research shows the difference in productivity between the best and worst programmers to be as much as a factor of 10 or 25 to 1. Nothing can make up for having poor programmers. The most foolish cost-saving tactic is to hire numerous poor programmers instead of a few really good ones.


With that said, I’ve also come to the conclusion that the vast majority of companies will never spend the money to hire from the top echelon of programmers. Even if all companies tried to do this, not everyone can hire the top 10%. With a shortage of programmers, some companies must end up hiring from the other 90%.


This means each company needs to set up its systems and procedures to take into account the quality of the programmers it has. For the more average programmers who are the bulk of the profession, the amount of overhead to insure that they are doing the right thing, doing it well, and doing it on time is substantial. Without this overhead, what is done, is done wrong, and the final project is almost guaranteed never to be completed.


A company must be realistic about the abilities of the programmers it will attract based upon their pay, the work environment, and how interesting the work is. It must then structure it’s procedures around the type of programmer it can attract. Too much bureaucracy, and progress is slowed; too little and the job is never completed.


Unfortunately, most companies are not willing to hire the best people. Trying to tell managers that hiring the best programmers is cheaper in the long run—which it is—will not change their minds.


Unrepentant Still


Since I have laid my soul bare on those items where I was wrong, I figure it is only fair to mention some of the matters where I was right. Some things I still believe hold true, even if they may go against conventional wisdom.


In my experience, I have yet to see CASE tools do anything other than slow down a project. I think CASE has taken a good idea—specing out a project—and ruined it by placing the priority on making the spec perfect rather than just getting the key items detailed and then getting on with coding.


It is also crucial that programmers be given ownership of the pieces on which they are working. Only with ownership will they invest more of themselves and their passion into the project. With this investment, they will do a better job and put in more time to make what they own a success.


After the quality of the programmers themselves, the work environment remains the second most critical factor in productivity. Open work areas and cubicles have been proven time and again to be penny wise and pound foolish, lowering rent but also dramatically lowering productivity. Closing off windows, requiring set hours, enforcing a dress code, and supporting other stupid human-resource edicts—all can contribute to lower productivity.


Larry concluded our original debate with a very good comment. He said that having a group of smart programmers who were passionate about their work was the most important part of the process. The other parts—the technical and management structures—just helped a good group be more successful. I agree!
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